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320 GOTO 100

5000 PRINT “INVALID TARIFF”
5010 STOP

OK. I know the code could be more efficient, and that we would actually need some more
information like the consumer’s name and account number, but you get the basic idea.

So we test this piece of code and it works fine and we go away muttering that it is a waste
of our remarkable talents to be given Noddy programs like that to write.

And it does work fine; for years; and then one day it prints a bill for £0.00. Of course,
nobody notices because it’s one of thousands of bills and anyway it’s probably enveloped
automatically. The recipient is puzzled and probably amused by the bill because it shows
how stupid computers are but there seems no point in taking any action so he throws the
bill away. Unfortunately, we wrote another program in the same suite which stores the
date that each bill was despatched, and if it does not receive confirmation that the bill has
been paid within 28 days, it prints a final demand notice. This time the recipient is more
irritated than amused but he just consigns it to the waste paper basket, as before. At this
point things start to go visibly wrong. The routine which checks the delay between
presentation of the account and payment issues an order to the maintenance department
to cut off the consumer when he still hasn’t paid after 60 days.

What’s happened? Easy!! The consumer is an old-age pensioner who has taken
advantage of one of the long winter break packages that the travel companies offer to
senior citizens. He was out of the country for just over three months and used no electricity
in a full account period. He is also an unusually frugal user of electricity so he’s on tariff B.
That’s why the system printed out a request for zero payment, and of course it won’t
happen very often because very few people will be away from home for that long, and
tariff B users are likely to be thin on the ground, too. For the problem to occur, the
consumer has to fit both conditions.

Once seen, the bug is easily squashed:

145 1F BILL = 0 THEN 100

so that the PRINT statement is avoided. This problem is supposed to have occurred in an
early computer system, although whether it’s a folk tale I wouldn’t like to say. In any
event, I think it illustrates neatly how a bug can liec dormant almost indefinitely.

The moral is: when you invent data to test a program, don’t do so at random. Choose
values at and close to branch values in the program. If a statement says:

305 IF U < 30 THEN 490
then run a test with U at 29.999 and another at U = 30 and another at U = 30.0001. You
may have meant:

305 TF U <= 30 THEN 400
If you only test at U = 15 and U = 160 you won’t notice the error.

Make sure test data have been chosen so thatevery section of the program gets executed

at some time. And of course, make sure you know exactly what the answer should be for
each set of test data.



Commodore claim that the acronym for the Sound Chip means
‘Sound Interface Device’. My theory is that it’s the
Sydney Opera House, spelt wrong.

30 Sound and Music

You've met VIC who, as we've seen, can do remarkable things with the screen display.
Now let me introduce you to SID, who, not to be outdone, can turn the Sixty-four into a
musical instrument or even a passable synthesizer.

Telling SID what you want to do is pretty similar to instructing VIC; that’s to say SID
has a number of registers you can POKE. Each register determines a different feature of
the.sound that is to be generated.

We should start by thinking about what teatures of a musical note make it characteristic
of a particular instrument. Forexample, we can easily tell the difference between middle C
played on a guitar and middle C played on an organ. Why?

Pure sine wave,
no harmonics

Sawtooth

Triangular

TN~

Figure 30.1 The four basic waveforms.
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Well, firstly there is the composition of frequencies within the note. I don’t want to
delve into the physics of music production here, but, briefly, every time a note is played a
fundamental sound frequency is generated together with some harmonics, which are
multiples of the fundamental. The number and relative loudness of these harmonics
(compared with the fundamental) give a sound to the note which is characteristic of the
instrument. If we think of these frequencies as being combined, the result is a particular
waveform which, on an oscilloscope might look like Figure 30.1.

However, if you merely told SID how to create the frequencies in a guitar note, the result
wouldn’t sound much like a guitar. That’s because there’s a second feature to consider.
The loudness of the note changes as it is played. For an organ, for instance, the sound
starts softly, because there isn’t much air in the pipe, but as it builds up the sound gets
louder. For a guitar, the reverse happens; it’s loudest immediately after the string is
plucked, and then the sound gradually dies away, unless it’s deliberately damped by the
guitarist. A saxophonist, once having started to play a note, can sustain itas long as he has
sufficient breath. And so on.

From all of this it’s clear that there are several stages to the production of the right set of
volumes (or envelope) for a note.

SID knows about four stages:

—

Attack: the speed at which peak volume is achieved from the start of the note.

2. Decay: the rate at which the volume falls from this peak down to the:

3. Sustain level: the volume level which is then maintained until the note is no longer
played.

4. Release: the rate at which the note dies when it is terminated.

Volume Decay

Sustain

Release
Attack

»
»

Time

Figure 30.2 The four stages in an ADSR envelope.

All this allows you to do some pretty sneaky things, but as usual, the more powerful a
device is, the more careful you have to be in handling it, and the more you need to know.

So we’ll start with very limited objectives and gradually expand our horizons.

The first job is just to produce a musical note, and then to string notes together to form a
melody. For the moment, whether the result sounds like a piano or an organ is
unimportant.

Obviously, it would be convenient to think in a (roughly) conventional manner,
musically speaking. I'd like to talk about ‘middle C’ or ‘F#’ or whatever. As a gesture to
the numeric nature of BASIC, we’ll define each note as a pair of numbers, giving the note
and its octave. We’ll call the middle octave @, and ‘C’ note @. So the middle octave is
notated as shown in Table 30.1.
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Table 30.1

Note Octave Musical notation

0 0 C

1 0 Ctt (or Db)
2 0 D

3 0 D# (or Eb)
4 0 E

5 0 F

6 0 F# (or Gb)
7 0 G

8 0 G#  (or Ab)
9 0 A
10 0 A#  (or Bb)
11 0 B

0 1 C  (one octave up)

This way, the available octaves go from —4 (the lowest) to 3 (the highest).

Now we need a connection between this notation and the frequencies which will have
to be POKEd into the appropriate registers of SID.

The frequency intervals between notes in Western music are based on an animal called
the diatonic scale. (Diatonic means ‘at intervals of a tone’, and has nothing to do witk
vodka mixers for slimmers.) Unfortunately, the ratios between successive notes aren’t
fixed. The good news is that 18th century composers found that meant they couldn’t
change key, and so they invented the equi-tempered scale, which is a close approximation.

It works like this: to get from a note in one octave to the same note in the next you
multiply by two. (That’s true for both scales.) Since there are twelve notes per octave, to
make the ratios between successive notes equal you have to multiply by 2 1(1/12) to get
from one note to the next.

Now it turns out that the frequency for middle C 154291, So what we are going to need is
a subroutine which accepts a note and octave value (NTE and OCT respectivelv),
multiplies 4291 by 2 to the power something and returns an appropriate value to be shoved
into SID’s frequency registers. Registers? Why more than one? Well, there are more than
256 ditferent notes, so there are two bytes (which I'm going to call HS¢ and L, for High
byte and Low byte) to define the frequency.

So here goes:

1000 F =4291* 21 OCT [get to the right octave]

1010 1F NTE > 0 THEN [multiply by 2 t (1/12) for cach note
F=F*21 0833333333: above (]
NTE = NTE —1: GOTO 1010

1020 FI = INT(F + 0.5) [round up F and take integer part]

1030 H% = F1/256: L% = FI =256 * H% [create the two bytes]
1040 RETURN

The % signs on H% and L% may puzzle you. There are two ways to store numbers in the
computer: floating-point (decimals like 7.443) and integer (whole numbers like 7). Integer
variables take up less space in memory. By tagging the % sign on to the name of a variable,
or an array, you tell the computer to treat it as an integer. But note that you must do this
throughout the program: the machine will treat H and H% as distinct variables.

Now for the main program. I can never remember SID’s register addresses so I start by
assigning the ones I need to variables:

10 VOL = 54296: FH = 54273: FL = 54272: WFM = 54276: AD = 54277:
SR = 54278
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“VOL’ sets the volume for the whole chip to anything from 8—15. FH and FL are the
high and low bytes of the frequency. WFM is the waveform shape. AD and SR are the
attack/decay and sustain/release parts of the envelope.

It’s not going to be convenient to do the calculation while the music is playing;it’ll take
too long. So we’ll set up arrays, calculate the required values and store them, and play the
tune last.

20 DIM H%(200), L%(200), D(200)
H% and L% are the high and low byte frequency values, and D is the duration of the note.
I'm allowing 201 notes maximum, but of course, you could allocate space for more.

We’ll assume there’s a DATA list of notes to work with, each consisting of note, octave
and duration values. A duration of 0 is to be used as a delimiter.
So we can set up a loop to read notes, do the necessary conversions and load the arrays:

49 P=0

56 READ NTE, OCT, D

55 IF D =0 THEN 100

60 GOSUB 1000: REM GET H%, L%

70 H%(P) = H%: L%(P) = L%: D(P) = D

8 P=P+1

99 GOTO 560
Now to play the tune. First we’ll set up a tempo value to allow the rate at which the melody
is played to be varied. Then set up the other registers:

160 INPUT “TEMPO”; TE

102 INPUT “AD, SR™; A, S

164 POKE AD, A: POKE SR, S

166 INPUT “WAVEFORM”; W

108 POKE WFM, W

116 POKE VOL, 15

The order of events here is significant. In particular, WFM must be set after AD and SR
for reasons I'll come to later.

Now just trot round a loop POKEing the array values to the frequency registers and

delaying the playing of the next note appropriately.

115 P=20

120 POKE FH, H%(P): POKE FL, L%(P)

130 FOR N =1TO D(P) * TE: NEXT

140 P=P+1

150 IF D(P) =0 THEN POKE VOL, 0: END

160 GOTO 120
Note that the delay in 130 is dependent on TE. The bigger TE, the slower the tune is
played. Thus the actual numbers used in D don’t matter as long as the relationship

between them is right. You can always alter TE to suit. Note also that VOL is set to zero at
the end. Otherwise the last note will carry on indefinitely.



Now try it. Write:

2000 DATA 1,0,2
2010 DATA0,0,0

and RUN.

Try the following parameters:

TEMPO = 200
AD, SR =0, 240
WAVEFORM = 17

You should get a C# in the middle octave sounding something like an organ.

Leave line 2000 as it is and add:

2010 DATA 1,0,2
2020 DATA 5,0, 2
2030 DATA 5,0,2
2040 DATA 3,0,2
2050 DATA 1,0,2
2060 DATA 6,0, 2
2070 DATA 6,0, 2
2080 DATA 5,0, 2
2090 DATA 3,0,2
2100 DATA 5,0, 2
2116 DATAS8,0,2
2120 DATA 8,0,2
2130 DATA 7,0, 2
2140 DATA 8,0, 4
2150 DATA S5,0,2
2160 DATA 10,0,3
2170 DATA 8, 0, 1
2180 DATA 6,0, 2
2199 DATA 5,0, 2
2200 DATA 3,0,2
2210 DATA 1,0,2
2220 DATA 0,0,2
2230 DATA 5,0,2
2240 DATA 3,0,2
2250 DATA 1,0,2
2260 DATA 1,0,2
22706 DATA 0,0, 2



2280 DATA 1,0, 4
2290 DATA 0,0,0
RUN, and use the same values as before. That may be topical, if you got your Sixty-four
for Christmas!
But my real reason for choosing it is that most of the notes are the same length and in the
same octave, making it easy to work out. You could transcribe the whole thing from the

sheet music for ‘While Shepherds Watched Their Flocks’ (oh, so that’s what it was!) but I
did it by ear and trial and error. (What do you mean, you can tell?)

Project 1

Change the DATA list in this program so that it plays the chorus from ‘Don’t Cry for Me,
Argentina’.

HARMONY

SID is a lot cleverer than I’ve given it (him?) credit for so far.

For a start we can have more than one voice (up to three, in fact) and they can be made
to behave totally independently of each other.

To illustrate this, we’ll try a bit of two part harmony. Since there’ll be two notes being
played at a time, the H% and L% arrays will need two columns, so modify line 20:

20 DIM H%(200, 2), L%(200, 2), D(200)

(We’ll assume for simplicity that both notes have the same duration.) So each DATA
statement will now have five values:

Note (voice 1), octave (voice 1), duration, note (voice 2), octave (voice 2)

At line 50 we want the first three of these, so it stays the same, as do lines 55 and 60, but at
line 70, the results are to be put in the first column of the arrays:

70 HY%(P, 1) = H%: L%(P, 1) = L%: D(P) = D

Now we must get the second note and repeat the calculations on it; but the result is to go to
the second column of the arrays:

75 READ NTE, OCT

76 GOSUB 1000

77 H%(P, 2) = H%: L%(P, 2) = L%
All the registers set up previously for voice 1 must now also be set up for voice 2.
Conveniently, all the registers for voice 2 are seven up (how did I get on to drinks again?)
from the corresponding voice 1 registers. Incidentally, voice 3 registers are 14 up from the
voice 1 values. See Appendix 4 for a brief summary of SID registers.

So the block of code which sets up the registers now looks something like this:

100 INPUT “TEMPO”; TE [as before]

102 INPUT “AD, SR(1)"; A, S

104 POKE AD, A: POKE SR, S

105 INPUT “AD, SR(2)”; A, S: POKE AD + 7, A: POKE SR + 7, S

106 INPUT “WAVEFORM (1)”; WI1: POKE WFM, W1

108 INPUT “WAVEFORM (2)”"; W2: POKE WFM + 7, W2

Line 120 becomes:
120 POKE FH, H%(P, 1): POKE FL, L%(P, 1)
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and we need a line 125 for the harmony line:
125 POKE FH + 7, H%(P, 2): POKE FL + 7, L%(P, 2)

Otherwise, the program stays as it was before. All the DATA statements change of course:

2000
2010
2020
2030
2040
2050
2060
2070
2080
2090
2100
2110
.2120
2130
2140
2150
2160
2170
2180
2199
2200
2210
2220
2230
2240
2250
2260
2270
2280
2290
2300
2310
2320
2330
2340
2350
2360

DATA 5,0,
DATA 1, 0,
DATA 3,0,
DATA 5,0,
DATA 8, 0,
DATA 6, 0,
DATA 6, 0

DATA 10,0, 1,6, 90

DATA 8, 0,
DATA 8, 0,
DATA 1, 1,
DATA 0, 1,
DATA 1, 1,
DATA 8, 0,
DATA §, 0,
DATA 1,0,
DATA 3, 0,
DATA 5, 0,
DATA 6, 0,
DATA 8, 0,

DATA 10,0, 1,5,0

DATA 8, 0,
DATA 6, 0,
DATA 5, 0,
DATA 3, 0,
DATA 5, 0,
DATA 1, 0,
DATA 0, 0,
DATA 1, 0,
DATA 3, 0,

DATA 8,—-1,1,0,0

DATA 0, 0,
DATA 3, 0,
DATA 6, 0,
DATA 5, 0,
DATA 3,0,
DATA 5, 0,

1,5,0
1,5,0
1,5,0
1,5,0
1,50
1,5,0
1,6,0

1,6,0
1,8,0
1,8,0
1,8,0
1,8,0
1,8,0
1,8,0
1,6,0
1,6,0
1,6,0
1,5,0
1,5,0

1,5,0
1,5,0
1,5,0
1,1,0
1,0
1,0
.0,0
.0,0
1,0,0

—_— o = —

1,0,0
1,0,0
1,0,0
1,0,0
1,0,0
1,5,0
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2370 DATA 1,0,1,5,0
2380 DATA 3,0,1,5,0
2399 DATA 5,0,1,5,0
2400 DATA 8,0,1,5,0
2410 DATA 6,0,1,5,0
2420 DATA 6,0,1,6,0
2430 DATA 10,0, 1,6, 0
2440 DATA8,0,1,6,0
2450 DATA 8,0,1,8,0
2460 DATA 1,1,1,8,0
2470 DATA0,1,1,8,0
2480 DATA 1,1,1,8,0
2490 DATA 8,0,1,8,0
2500 DATAS5,0,1,8,0
2510 DATA 1,0,1,6,0
2520 DATA 3,0,1,6,0
2530 DATAS5,0,1,6,0
2540 DATA 10,-1,1,5,0
2550 DATA8,0,1,5,0
2560 DATA6,0,1,5,0
2570 DATA 5,0,1,5,0
2580 DATA 3,0,1,5,0
2590 DATA 1,0,1,5,0
2600 DATA 8, -1,1,0,0
2610 DATA 1,0,1,0,0
2620 DATA0,0,1,0,0
2630 DATA 1,0,6,1,0
2640 DATA0,0,0,0,0
RUN this, and to start with, choose the same parameters as before for both voices. You
should hear ‘Jesu, Joy of Man’s Desiring’ by J.S. Bach.(That’s not Johann Sebastian. but
his little known son Jones Stewart Bach, who was noted for getting his harmony lines

slightly wrong.)
To ‘spread’ the sound a bit, rewrite line 75:

75 READ NTE, OCT: OCT = OCT — 1

Now the harmony line is one octave below the melody. Sounds quite good doesn’t it?
Next, change the waveform for the melody (voice 1). Use 33 instead of 17. The
difference in the character of the sound is quite noticeable.
So far I have ducked the issue of mucking about with the ADSR values, but now we
have enough background to be able to handle them confidently. The attack and decay
values are held in the two halves of an 8-bit register (see Chapter 12) thus:

. ]

Attack Decay




The larger the number in each, the longer the attack (or decay) period. So the largest
attack is 1111 (= 15 decimal). Since that’s in the left-hand halt of the byte, it's actually 16
times this (= 240). A fairly rapid decay would be 0011 and the decimal equivalent of this
combination would be 243.

The sustain and release values are similarly organized:

. . . . .}

Sustain Release

So the highest sustain level is 240 (decimal).

The values I've been using so far give fastest attack, fastest decay to the loudest possible
sustain value, followed by fastest release. Actually, there’s no decay. because the sustain
value tells it to maintain the maximum volume; and that’s borne out by listening to the
effect.

More puzzlingly, vou can’t hear the notes being released. There's simply a smooth
change from one note to the next.

The reason is that the sustain value is maintained indefinitely until bit @ of the wavetform
control register (WFM) is reset to zero. The waveform bit patterns we've used so farare 17
(00010001 binary) and 33 (00100001 binary). both of which have bit @ sct to one. That's
why it’s important to set the ADSR before WEM. Once bit @ of WEM is set you can do
what you like to ADSR and there won't be any effect. All this means that the only way to
initiate the release part of the cycle is to POKE a zero into WEM. Then you've got to
rePOKE the desired wavetorm value back before trying to play another note.

So, to try this out, let’s leave the harmony line alone and edit line 120 like this:

120 POKE WFM._ WI: POKE FH, H ¢ (P. 1) POKE FL, L ((P. 1)

We want to start the corresponding harmony note at the same instant (or as nearas we can
get), so line 125 stays as it was, but now we need to turn off the melody after a suitable
delay:

127 FOR N =1TO D(P)* MD: NEXT: POKE WFM. 0

This of course assumes a value for MD (melody delay) has been provided. Since we'll
probably want to mess about with the delay in the melody and the tempo separately it
would make sense to input both of them. so line 100 could become:

100 INPUT “TEMPO™: TE: INPUT “MELODY DELAY™ MD
The delay in line 130 is now too long: the loop should be executed TE = MD times:
130 FOR N =1TO D(P) * (TE = MD): NEXT

RUN this. and try the following values:
TEMPO? 180
MELODY? 180 [So both notes last the same time]
AD,SR(1)?9.0
AD, SR(2) 7 0. 240
WAVEFORM(I) ? 33
WAVEFORM(2) ? 17

Now you've gota harpsichord playing the melody. with the organ providing the harmony!
(Well, you have to use a bir of imagination.)

OTHER INSTRUMENTS

You can play with waveform and ADSR values in a random way, and get some fairly
startling results. But if you want to try to model a particular instrument you need to bear
certain things in mind.
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Firstly, waveform 17 (actually triangular) has the fairly pure sound you associate with
an organ, a flute or a bell.

Waveform 33 (sawtooth) has more of a twang to it. Hence its use for a harpsichord.

There’s one other waveform we haven’t discussed at all. Its value is 65 and it produces
pulses which can be varied in width by setting a 2 byte register. For voice 1 the low byte is
54274 and the high byte is 54275. Try this:

POKE 54274, 255: POKE 54275, 0

Rerun the program and set waveform 1 to 65, ADSR 1 to 9, 0.

That’s twangier still, isn’t it? The manual claims it’s a piano, but I reckon you need a
king-sized imagination to make that connection. However, another twangy instrument is
the guitar. Can we work out how the envelope for a guitar note should be?

It’s easy if you think about it. The string is hit (or plucked) and immediately afterwards
makes its loudest sound. So the attack is fast (). Now the note gets gradually softer, so the
decay is fairly long, say 10. So the AD value is @ * 16 + 10 = 10. There’s no sustain and we
can release it fast (since it makes no difference) so SR = 0.

Try that. I think you’ll be satisfied that it has guitar-like features. Reduce the AD value
abit(6747?). You’ll find the note is ‘damped’ as you'd expect, and you get a banjo or ukelele
sound.

What about a bell? In envelope terms this is much like a guitar, because the sound
gradually dies from its peak which occurs as soon as it is hit. However the sound is purer.
So try waveform 17 with AD = 10, SR = 0. The result is quite bell-like, but you may not
notice it unless you choose a very slow tempo to allow the sound to die.

Project 2

The Morse code program in Chapter 18 only printed out the dots and dashes. It would be
much more interesting to produce in addition the appropriate sounds. Modify that
program to do so.

(Play both dots and dashes using the same note, but make the dashes last three times as
long as the dots.)

ANSWERS
Project 1

The following DATA statements will do (others are possible, of course, if you choose a
different key):

2000 DATA 7,0, 4
2010 DATA 7,0, 2
2020 DATA 7,0, 2
2030 DATA 7,0, 4
2040 DATA8,0,2
2050 DATA 10,0, 2
2060 DATAOQ, 1,2
2070 DATA 10,0, 8
2080 DATA 10,0, 2
2090 DATA O, 1,4
2100 DATAQ, 1,2
2110 DATA 10,0, 2
2120 DATA 3, 1,6



2130 DATA 10,0, 2
2140 DATA 8,0, 4
2150 DATA 7,0, 4
2160 DATA 7,0, 3
2170 DATA 8,0, 3
2180 DATA 10,0, 2
2199 DATA 5,0, 8
2200 DATA 5,0, 3
2210 DATA 7,0, 3
2220 DATA 8,0, 3
2230 DATA 3,0, 10
2240 DATA 3,0,2
2250 DATA 5,0, 2
2260 DATA 3,0,2
2270 DATA 7,0, 4
2280 DATA 10,0,6
2290 DATA 10, -1, 2
2300 DATA 10, -1, 2
2310 DATA 10, -1, 2
2320 DATA 0,0, 4
2330 DATA 3,0,6
2340 DATA0,0,0
There’s a little problem with this. Since some of the consecutive notes are the same, you
can’t hear the end of one note and the beginning of the next—it's just one continuous note.

When you've read the following section on harmony. you'll see a way of shutting off
each note deliberately, so that they sound separate. (You'll need to alter lines 120 and 139.)

Project 2

First, initialize the SID registers as usual:

5 VOL = 54296: FH = 54273: FL = 54272: WFM = 54276:
AD = 54277: SR = 54278

The Morse program itself remains unchanged with two exceptions:
1. Add lines 280, 290 and 295:

280 INPUT “ENTER NOTE, OCTAVE"; NTE, OCT

290 GOSUB 1000

295 POKE FH, H%: POKE FL, L%: POKE VOL, I5:
POKE AD, 0: POKE SR, 240

The subroutine at line 1000 will, of course, be the one which evaluates a frequency
from the input musical values. Copy it from page 151.
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2. At line 370, call a subroutine to play the sound:

370

IF C > 0 THEN PRINT CHRS$(C + 64), A$(C): GOSUB 5000

This uses a new subroutine, looking like this:

5000
5010
5020
5030

5040

5050
5060

K$ = A$(C)

T=1

L$ = MID$(K$, T, 1)

IF L$ = «” THEN POKE WFM, 17: FOR D =0
TO 100: NEXT D: POKE WFM, 0

IF L$ = “—" THEN POKE WFM, 17: FOR D = 0
TO 300: NEXT D: POKE WFM, 0

IF L$ =<V ORT=4THEN RETURN

T=T+ 1: GOTO 5020



When designing a program it often makes
life easier if you choose the right way

to represent information in the machine.
As an illustration, here’s a program that
plays noughts-and-crosses.

31 Program Design

In Chapter 14 we looked at a program in which it was useful to impose a regular structure
on the subroutines involved. Now let’s look at one in which not only does the program
have structured subroutines, it also has structured data.

The problem is to get the machine to play a sensible game of noughts-and-crosses
(ticktacktoe in America) against a human player. I chose this because the rules are very
simple: players take it in turns to place an O or an X on a 3 X 3 board, and the first to get
three in a row wins. It’s easy to get sidetracked by questions of game strategy and go
rushing off designing complicated routines to select the best moves; but a little thought
early on pays dividends later. The essential first task is to decide how to represent the
board, and the state of play.

THE BOARD

A typical board position looks something like this:

>
>

One way to represent it is to number the cells in the board like this:

and then to make a list of what each cell contains:

NNV D W —
OX| x| Ox
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8 J—
9 —

Here a dash means a blank square. It’s convenient to¥eplace the symbols X, O, — by a
numerical code:

Replace X by 1
Replace O by —1
Replace — by 0

(You'll see why I chose those particular numbers later: at the moment it’s a hunch,

brought about by a feeling for symmetry.) So the board state ends up as an array BD like
this:

BD

|

O 00 1N BN —
S —,—, e =S — —

Whenever the state of the board changes, the entries in BD will change correspondingly,
so that for example BD(5) always holds the contents of the middle cell on the board.

You may be wondering why this is better than having an array called BD$ which
actually holds the Os and Xs as strings. Have patience: all will be revealed.

What do you
mean, double
top to

finish ?

EVALUATING A POSITION

The next problem is: how can we force the machine to make sensible moves? It’s no good
letting it play at random: it must block when there are two Xs in a line, for instance. (I'll
assume throughout that the Sixty-four plays O.) So what we need is some way to evaluate
the state of the game—the position on the board. That is, to help us weigh up possible
moves.

What we do is to have another array called EV (for ‘evaluation’) containing
information about the current state of each row, column and diagonal. There are eight of
these in all:



Using this way of numbering the rows, columns and diagonals, we work out EV this way:

EV
1| 0 = BD(1) + BD(2) + BD(3) Top row
21 2 = BD(4) + BD(5) + BD(6) Second row
3] -1 = BD(7) + BD(8) + BD(9) Third row
4] 1 = BD(1) + BD(4) + BD(7) Left column
51-1 = BD(2) + BD(5) + BD(8) Middle column
6| 1 = BD(3) + BD(6) + BD(9) Right column
71 1 = BD(1) + BD(5) + BD(9) Leading diagonal
8| —1 = BD(3) + BD(5) + BD(7) Trailing diagonal

The values shown in EV are those for the particular board position used above; and we’ll
see that they give us some clues about sensible moves. Notice that each value in EV is just
the sum of the entries in BD for the relevant row, etc. That’s one reason not to hold the
position in a string array. But why use the sum?

First, look at EV(2), which contains 2. This can only happen when there are two Xs in
that row, and no Os blocking the line. Because, of course, two Xs and an O would give a
sum 1 + I + (—1) = 1, not 2. See EV(4), where exactly this occurs.

So the upshot is this. If there’s a +2 anywhere in EV, then X could make a winning play
(if it’s his/her turn). Similarly an entry —2in EV means that O could make a winning play.
Entry —3 means that O has just won: entry +3 that X has.

There remain the more tricky cases when EV contains 1, —1 or @; but we’ll see that we
don’t need to worry about these, because they don’t correspond to ‘crucial’ points in
tactical play.

PROGRAM STRUCTURE

The overall structure of the program will look like this:

Function Subroutine start line
Initialize the board 1000

Display the board 2000

Get human player’s move 3000

Display the board 2000 again
Test-for-end-of-game 4000
Play-computer-move 5000

Display the board 2000 again
Test-for-end-of-game 4000 again

Some of these need to be broken down further. For instance, the ‘Test-for-end-of-game’
routine will have to generate the EV array and then hunt for 3sand —3s. If there aren’t any,
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it must find out if the game is drawn by seeing if there are any zeros left in BD. If not, every
square has been used up.

Test-for-end-of-game (4000)

Evaluate board (6000)

If =3 present in EV then computer wins: END
If 3 present in EV then human wins: END

If no zeros in BD then drawn game: END
RETURN

(Recall that the Sixty-four always plays O. It’s not hard to modify the idea to let it play X
or O at will, but it adds complications that distract from the main line of argument.)

Now, how about the ‘Computer move’ routine? Well, to play sensibly, it has to know
the game’s state; so it will start by calling the ‘Evaluate board’ routine. Then it looks for
—2s in EV: if it finds one, it knows it can win on the next move and there’s no point in
looking further. Otherwise it looks for 2s, because they represent a threat which can be
blocked. Unless of course there are nvo 2s, in which case X can win on the next go no
matter what O does. (Actually that’s not quite true; it’s possible for the two X-lines to
overlap and for O to block both with one move. However, that can only occur if, on a
previous move, X had already got two in a row . . . so the computer would have been
forced to block, or have lost the game anyway, a move earlier. In other words, the
computer’s strategy ensures that this possibility never actually occurs!)

If there is no winning move, and no threat that must be blocked, the computer plays
a random move. (In other words, it’s only looking one move ahead. More farsighted
strategies could be devised; but for this game they’re scarcely necessary.)

Play-computer-move (5000)

Evaluate board (6000)

IF —2 present in EV then Go-for-kill (7000): RETURN
If two 2s present in EV then Give up: END

If one 2 present in EV then Block (8000): RETURN
Play random move (9000)

RETURN

We've now invented several routines at the next layer down. Evaluate board is very easy to
write, and I'll say no more until I give the actual code. Go-for-kill looks like this:

Go-for-kill (7000)

Play random move (9000)
Evaluate board (6000)

If EV contains —3 then RETURN
Unmove (10000)

The idea is that, since we have reached Go-for-kill at all, there must be a winning move. We
could write a routine to find it directly; but it’s simpler, and in practice just as quick, merely
to play a move at random and re-evaluate the board. If there’s a =3 in EV then the
computer has won. If not, it was the wrong move; so we ‘unmove’ it (that is, change BD
back to its previous state) and try again.

‘Block’ is very similar.

Block (8000)

Play random move (9000)

Evaluate board (6000)

If EV does not contain 2 then RETURN
Unmove (10000)



All the remaining routines are directly coded without inventing further subroutines. So
* now we can actually write some BASIC!

THE CODE

The main program writes itself:

5 DIM BD(9): DIM EV(8)
10 GOSUB 1000: REM INITIALIZE BOARD
20 GOSUB 2000: REM DISPLAY
30 GOSUB 3000: REM GET MOVE
49 GOSUB 2000: REM DISPLAY
50 GOSUB 4000: REM TEST FOR END
60 GOSUB 5000: REM COMPUTER MOVE
70 GOSUB 2000: REM DISPLAY
80 GOSUB 4000: REM TEST FOR END
99 GOTO 30

The initialize routine is simple:

1000 FORP=1TO9

1010 BD(P) =0

1020 NEXT P

1030 RETURN
You may well be asking, “Why go through all that when the DIM sets it all to zero
anyway?”, and that’s certainly a good question. However, there’s an answer: safety.
Among the projects are some which involve playing several games in a row, and you’d
need to reset BD to zero between games. It’s easy to forget to do that kind of thing when
tinkering with a program, and it’s good practice to initialize variables without assuming
anything about previous values.

Here’s the display routine:

2000 FORP=1TO9

2010 IF BD(P) = 1 THEN PRINT “X”;

2020 IF BD(P) = —1 THEN PRINT “O”;

2030 IF BD(P) =@ THEN PRINT «.;

2040 IF INT(P/3) = P/3 THEN PRINT

2050 NEXT P

2060 PRINT: PRINT

2070 RETURN
This also bears comment. The BD array is searched for 1s, —1s and 0s; and these are
converted to Xs, Os and full stops respectively. But we want the first three values to be on
the same line, so there are semicolons at the end of each PRINT to prevent newlines being

generated. However, we need a way of forcing a newline when Pis 3, 6 or 9; otherwise the
original board would be printed out as:

X0.X.XO0..

165



166

and not:

That’s the function of line 2040. If P is 3, then INT(P/3) = 1 which is the same as P/3.
Similarly if Pis 6 or 9, both are 2 or 3 respectively. Butif,say, P=4then INT(P/3)=1but
P/3is 1.3333. Only when P is a multiple of 3 are P/3 and INT(P/3) equal. (See Chapter
22.) So we get newlines only for P =3, 6 and 9.

Of course I could have chickened out and used:

2040 IF P=3 OR P =6 OR P =9 THEN PRINT

but the INT trick is more widely applicable.
You’ll have noticed that this routine is a bit primitive. You get displays like:

X
(6] X
(0] . (@)

rather than:

(0] X
X (6]

And the display is crammed up against the left side of the screen.

When you've got the whole program running satisfactorily, you might like to replace
this routine by one which produces the more familiar format. Some PET graphics would
help a lot. In fact that’s one of the nice features about structuring programs into
subroutines in this way. You can pull out a subroutine and replace it with an improved or
alternative version; and you can be (reasonably) sure that there will be no dramatic effect
on some other bit of the program, because there are no GOTOs which affect more than
one subroutine. (Of course you must still be careful about using variable names that don’t
clash.)

The human player’s move entry is again easy:

3000 INPUT “ENTER MOVE”; P
3010 IF BD(P) <> 0 THEN PRINT
“THAT SQUARE’S OCCUPIED”: GOTO 3000

3020 BD(P) =1

3030 RETURN
The move is entered as a number 1-9. First, we test the appropriate element of BD. If it’s
not zero, there’s something there already, so we say so, and go back to ask for a valid
move. Otherwise we set the element of BD to 1 (for an X) since this is the human’s move.
Test-for-end-of-game follows its skeletal form above, pretty precisely:

4000 GOSUB 6000

4010 FORP=1TO 8

4020 IF EV(P) = =3 THEN PRINT “I WIN": END

4030 IF EV(P) = 3*'THEN PRINT “YOU WIN”': END

4040 NEXT P



4050 FORP=1TO9

4060 1F BD(P) = @ THEN RETURN
4070 NEXT P

4080 PRINT “THAT'S A DRAW™: END

So does the Play-computer-move routine:

5000 GOSUB 6000

5010 MT =20

5020 FORP=1TO 8

5030 1F EV(P) = -2 THEN GOSUB 7000: RETURN

5040 IF EV(P) =2 THEN MT = MT + 1

5050 NEXT P

5060 IF MT = 2 THEN PRINT *“O.K. CLEVERCLOGS!”: END
5076 1F MT = 1 THEN GOSUB 8000: RETURN

5080 GOSUB 9000

5099 RETURN

The Board evaluator is easy too:

6000 EV(1) = BD(1) + BD(2) + BD(3)
6010 EV(2) = BD(4) + BD(5) + BD(6)
6020 EV(3) = BD(7) + BD(8) + BD(9)
6030 EV(4) = BD(1) + BD(4) + BD(7)
6040 EV(5) = BD(2) + BD(5) + BD(8)
6050 EV(6) = BD(3) + BD(6) + BD(9)
6060 EV(7) = BD(1) + BD(5) + BD(9)
6070 EV(8) = BD(3) + BD(5) + BD(7)
6080 RETURN

Obviously there are patterns here that could be exploited to do the calculation in loops; or
you could use suitable DATA lists . . . but it really isn’t worth the effort.
There’s nothing much to say about Go-for-kill:

7000 GOSUB 9000

7010 GOSUB 6000

7020 FORP=1TO 8§

7030 1F EV(P) = -3 THEN RETURN

7040 NEXT P

7050 GOSUB 10000

7060 GOTO 7000
And Block is pretty much the same, except that it uses a flag F to decide whether there is
still a 2 there:

8000 GOSUB 9000

8010 GOSUB 6000
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8020 F=20
8030 FORP=1TO 38
8040 IF EV(P)=2THENF =1
8050 NEXT P
8060 IF F =0 THEN RETURN
8070 GOSUB 10000
8080 GOTO 8000
Note that the RETURN from this routine is in line 8060. Since we know that a blocking
move exists, the computer will eventually find it: leave the flag at &, and RETURN from
the subroutine as it should.
Here’s Play-a-random-move:
9000 CM = RND(9)
9010 IF BD(CM) < > 0 THEN 9000
9020 BD(CM) = -1
9030 RETURN
Why a random move? Why not just run P from 1 to 9? You could; but it would make the
computer’s response absolutely predictable. Best avoided in a game.
Unmove turns out to be the most trivial possible routine:
10000 BD(CM) =0
10010 RETURN
And that’s it! The program has almost written itself—after all the hard work has been
done in setting up the structure. What could have been a complicated mess of
incomprehensible hieroglyphs turns out to be just a handful of short and clear
subroutines, plus an even clearer control routine to link them together. And you've now
got a reasonably intelligent noughts-and-crosses player.
But . . . it could be improved. (It always can, that’s why almost every program and
almost every computer declares itself to be issue 3.7 Ib, or whatever: the original version
gets improved because, having got it working, you finally understand what the problem is

all about—and why your answer isn’t as good as it might be.) I've already suggested
making the display layout better. Here are some other things to try.

Project 1

Player O (the computer) always starts at a disadvantage, because he’s playing second. (It
can be shown that in rAis game that really is a disadvantage: in some games it isn’t!) So his
defence should be made as solid as possible. In particular he should always occupy the
centre square (number 5) if he can. So Play-computer-move should be modified to do this
(provided there is no threat or winning position!) if possible. Do so.

Project 2

At the moment, only one game is played: then you have to RUN again. Modify the
program to play a sequence of games, keeping score as it goes.

Project 3

Arrange for X and O to start alternately; but if O wins, then X starts the next game, and
vice versa.



ANSWERS

Project 1
As things stand in the Play-computer-move routine (5000), once it’s been decided that there
are no winning or blocking moves to make, a random play is made in:

5080 GOSUB 9000

So just before that you should insert a test to see if square S is unoccupied, and if so, play
there:

5075 IF BD(5) = @ THEN BD(5) = —1: RETURN

Project 2

You’ll need two new variables XSCRE and OSCRE (and DR to count draws, if you
want them too) which are set to @ to begin with. At the same time, an End-of-game flag can
be set up:

4 XSCRE=0: YSCRE=0: DR =0: EOG =10
(Same remarks on safety: you could leave the initialization of these out, but . . .)
Now you need to change all the ‘END’s. Ona win for the computer, OSCRE goes up by
1 and EOG is set to 1. On a win for the human player, XSCRE is incremented by | and
EOG is set to 1. For a draw, DR is incremented and EOG set to 1.
So 4020, 4030 and 4080 become:
4020 IF EV(P) = =3 THEN PRINT “I WIN":
OSCRE = OSCRE + I: EOG = I: RETURN
4030 IF EV(P) = 3 THEN PRINT “YOU WIN":
XSCRE = XSCRE + 1: EOG = I: RETURN
4080 PRINT “THAT'S A DRAW™: DR = DR + 1:
EOG = I: RETURN
Actually, line 4030 never gets executed! (In the original or this modification.) Why?

There’s one other place that the game can end, in the Block routine where the computer
realizes it’s lost and surrenders (not very graciously). So line 5060 changes to:

5060 1F MT = 2 THEN PRINT “O.K. CLEVERCLOGS!™":
XSCRE = XSCRE + I: EOG = |: RETURN

Now to test EOG in the main program:

55 IF EOG =1 THEN GOSUB 11000
85 [IF EOG =1 THEN GOSUB 11000

and then write a subroutine at 11000 asking if the player wants another game, and if not,
printing out the final score.

11000 INPUT “ANOTHER GAME? (Y/N); Q$

11010 1F Q$ = “Y” THEN EOG = 0: GOSUB 1000: RETURN

11020 PRINT “FINAL SCORE”

11030 PRINT “VXV:V”; XSCRE; “VOV:V”; OSCRE; “VDRAWSV:V"; DR
11040 END
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Don’t forget to reset the End-of-game flag, and reinitialize the board, on line 11010!

If you run this you’ll find there’s a subtle (well, fairly subtle) bug. Ona win for X, the
final board is displayed twice!

The reason for this is a rather lazy piece of coding on my part. 4// the Game-end
conditions ought to have been dealt with in the subroutine at line 4000. As it is, there’s one
maverick in the next routine, line 5060. Really, that should have been written to return a
flag to be picked up by the routine at 4000. However, now I've got you into this mess, the
quickest way out is to disable the display routine if EOG = 1.

2000 1F EOG = | THEN RETURN
2005 FORP=1TO9

Project 3

You’ll have noticed that this is solved already! Since X and O play alternately, and a new
game re-enters the loop wherever it leftit, then if X made the last move of one game, O will
make the first move of the next. This means that starts are alternate in a series of draws
(because there are 9 moves in a draw) but O goes first if X won the last game, and vice
versa.



Even though the Manual doesn’t mention it,
you can draw very fine graphics on the
Sixty-four, as well as the coarse PET
graphics. It takes a bit of work on

the system, but it’s worth it!

32 High-resolution Graphics

Each character cell on the TV display is in fact made up of an 8 X 8 square of tiny cells, or
pixels which are used to build up the character (deep down inside the electronics). By
obtaining direct access to these cells, you can plot graphical displays on the Hi-res (High-
resolution) screen. That means you have a display of 25X 8 = 200 rows and 40 X 8 = 320
columns. It’s almost the same number system that the sprites use, but restricted to the
screen area, see Figure 32.1.

(] Column number ——» 319
X
v ¥
0>y i ? T
:il~ 1 "
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number X
One text cell I
|
i
|
i
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One Hi-res cell
at position (X,Y)
H L“. __
I.‘ Hr
H
199 —p Hiy i

Figure 32.1 Structure of the Hi-res Screen.

HI-RES MODE

Because Hi-res is a bit hard for the beginner, I'm going to give you three important
subroutines, which you can copy, and use in BASIC programs. These:

1. Switch to Hi-res mode and set up a screen memory area.
2. Plot a pixel at a chosen position.
3. Draw a line between two chosen pixels.
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To put the machine into Hi-res mode we must set bit 5 of address 53265 to | (see the
Reference Guide, p. 123). This is done by the command:

POKE 53265, PEEK(53265) OR 32

which works as explained in Chapter 12. Itis also necessary to reserve memory space for
the screen display data, clear out that space,and assign colours. The following routine will
put the screen memory area at address 8192:

11000 REM HI-RES INITIALIZATION

11010 POKE 53265, PEEK(53265) OR 32

11020 POKE 53272, PEEK(53272) OR 8

11030 BM = 8192

11040 FOR U = BM TO BM + 7999

11050 POKE U, 0

11060 NEXT U

110706 FOR U = 1024 TO 2023

11080 POKE U, 13

11090 NEXT U

111600 RETURN
RUN this. First you get junk; then the screen clears to a mostly black background but with
some coloured blobs where the text was; then it all clears to light green. (Change the 13in
line 11080 to 16 * INK + PAPER where INK and PAPER are the colour codes you want.
This program gives black ink on light green paper.)

Note that the screen memory clearing is rather slow: about 20 seconds in BASIC. A
machine code routine would do it in a trice; but that’s another story!
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Figure 32.2  When the Hi-res screen is first set up, it looks like this. It must be cleared of
data before it can be used for graphics.

PLOT

The Hi-res columns and rows define a system of coordinates on the TV screen,as shown in
Figure 32.1. The primary task is to write a routine that will p/ot a single pixel at position



(X, Y), that is, column X, row Y. By combining such plots we can draw lines, curves, or
even whole regions.
The next routine plots a single pixel in row Y, column X. It assumes that Y is between @

and 199, and X between @ and 320.

12000 REM PLOT X, Y

12016 BY = BM + 320 * INT(Y/8) + 8 * INT(X/8) + (Y AND 7)

12020 BT =7—- (X AND 7)

12030 POKE BY, PEEK(BY) OR (2 * BT)

12040 RETURN
Project 1

Protect the above subroutine so that only valid inputs for X and Y are accepted.

HOW DOES THIS WORK?
This section gets a little technical, so you can skip it if you want to and come back later.
Each byte in the Hi-res Screen Memory holds data for an 8 X 1 row of pixels on the Hi-

res screen. A binary @ means ‘no dot here’ and a | means ‘put a dot here’. So for example
the byte 10110101 gives the effect shown in Figure 32.3.
7

Figure 32.3  Bit-mapped pixels.

When you set the system variable in address 53265 to give Hi-res mode, the computer is
instructed by the operating system to interpret the data in this way. This is called biz-
mapped graphics.

The addresses for our Hi-res Screen Memory correspond to the actual screen positions
as shown in Table 32.1

Table 32.1
0 1 2 L. 39 <— Lo-res column number

0 8192 8200 8208 ... 8504 ]
1 8193 8201 8209 ... 8505
2 8194 8202 8210 ... 8506
3 8195 8203 8211 S 8507 L @ Lo-res row number

Hi-res 4 8196 8204 8212 ... 8508

row 5 8197 8205 8213 ... 8509

number 6 8198 8206 8214 ... 8510 1
7 8199 8207 8215 ... 8511
8 8512 8520
9 8513 8521
10 8514 8522
11 8515 8523 L
12 8516 8524
13 8517 8525
14 8518 8526
15 8519 8527 B
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So each character cell, which used to correspond to one address in Screen Memory, now
corresponds to eight addresses: a block of memory eight bytes long. The blocks are
arranged in the same order as the cells in Screen Memory: go along Lo-res rows first, and
skip down a row after column 39.

Suppose we want to put a diagonal line in the top left corner, 5 pixels long. The
addresses and contents take the form of Figure 32.4.

Address Contents Decimal
8192 / mewwemm-j/ 128
8193 010@0@00{ 64
8194 o|0j1|0|00|0|0|- 32
8195 wwwtmm@@-\r\ 16
8196 i) @@@01‘0@0-') 8
1/ |-
\/,_“_/

Figure 32.4 Assembling pixels to give a diagonal line.

So this program should do the trick:

10 GOSUB 11000 [Enter Hi-res mode subroutine]
20 POKE 8192, 128

30 POKE 8193, 64

40 POKE 8194, 32

50 POKE 8195, 16

60 POKE 8196, 8

70 GOTO 70

Try it and see.
The same approach works in general:

1. Find the relevant address.
2. POKE it with the necessary value to produce the desired screen display.

Since we don’t want to obliterate anything that’s on the screen already, we must assume
that the address may hold a non-zero value. That requires us to OR the contents with the
new value, as in Chapter 12.

Line 12010 calculates the correct address.

Line 12020 calculates the value to be POKEd in, to plot one new pixel.

Line 12030 ORs this with the existing contents and POKEs the result back in.

For more details, consult the Reference Guide, p. 125.

174



SPIRAL

Here’s an example of how to use these routines.

10
20
30
40
50
60
70

GOSUB 11000

FOR T =1 TO 1000

X =160+ T * SIN(T/10)/10
Y =100+ T * COS(T/10)/10
GOSUB 12000

NEXT T

GOTO 70

Don’t forget the two subroutines above! This uses the trigonometric functions SIN and
COS to draw the spiral.
When you’ve finished gawping at the result, hit RUN/STOP + RESTORE.

DRAW

Figure 32.5 A spiral formed by plotting a thousand bits.

The next job is to develop a routine that will draw a (reasonably) straight line between
points with coordinates (A, B) and (C, D) as in Figure 32.6.
That involves a bit of mathematics, and I won’t go into the fine print! The upshot is:

13000
13010
13020
13030
13040
13050
13060

REM DRAW (A, B) TO (C, D)

IFA>CTHEN AD=C:C=A:A=A0:B0=D: D= B: B= B0
CA=C-A:DB=D-B

IF CA =0 THEN 13100

IF DB <= CA AND DB > = —CA THEN 13200

S = SGN(DB)

FOR V=0 TO DB STEP S
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13070 X =V * CA/DB + A: Y =V + B: GOSUB 12000
13080 NEXT V

13099 RETURN

13160 IF DB = 0 THEN RETURN

13110 S = SGN(DB)

13120  FOR V=B TO D STEP S

13130 X = A: Y = V: GOSUB 12000

13140 NEXT V

13150 RETURN

13200  FOR V=0 TO CA

13210 'Y=V *DB/CA + B: X =V + A: GOSUB 12000
13220 NEXT V

13230 RETURN

The SGN in 13050 and 13110 is the sign function. SGN(J)is 1 if J>0.0if J=0,and —1if
J < 0. The rest is coordinate geometry.

319

—— = = —— = — ] ()

o (C.D)

199

Figure 32.6 Drawing a line benveen hwo points.

SPOKES
This program will draw radial lines, like spokes.

10 GOSUB 11000
20 FORT=1TO 30
30 A=160: B =100
40 C =160+ 90 * COS(m * T/15)
50 D =100 + 90 * SIN(m * T/15)
60 GOSUB 13000
70 NEXTT
80 GOTO 80
176



Change the 30 in line 20 to 20 or 4 (say) for fewer or more spokes. Don't forget that the
standard subroutines at 11000, 12000 and 13000 must be typed in as well!

POLYGONS

Here’s another one:

10 INPUT “NUMBER OF SIDES™: N
20 GOSUB 11000

3 FORT=0TON — |

40 U=T+1

50 A =160+ 90 * COS(2* m * T/N)
60 B =100+ 90 * SIN(2 *  * T/N)
70 C =160 + 90 * COS(2 * 7 * U/N)
80 D =160 + 90 * SIN(2 * 7 * U/N)
99 GOSUB 13000

100 NEXT T

1106 GOTO 11¢

Try running it with N =56, 7, .. .in turn. Hit RUN/STOP + RESTORE after each g0.

Figure 32.7 Spokes.

COMPUTER ART

Finally, a program that draws random polygons until you tell it to stop by hitting key ‘S’.

10 GOSUB 11000
20 CX =30+ 260 * RND(@): CY = 30 + 140 * RND(0)
30 RAD =20 * RND@®) + 5

50 N =INT(4 + 6 * RND(0))
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60
70
80
90
100
110
120
130
140
150

You'll still need RUN/STOP + RESTORE to stop altogether.

Project 2

Write a program to draw a rectangle in Hi-res, given the column numbers XL and XR for
its left and right sides, and the two numbers YT, YB for its top and bottom sides.

FORT=0TON —1

U=T+1

A =CX + RAD * COS(2 * m * T/N)
B =CY + RAD * SIN(2 * m * T/N)

C=CX + RAD * COS(2 * m * U/N)
D = CY + RAD * SIN(Q2 * m * U/N)
GOSUB 13000

NEXT T

GET A$: IF A$ <> *S” THEN 20

GOTO 150

Figure 32.8 Computer Art using random polygons.

ANSWERS

Project 1

Add the lines:

12002
12004

IF X <® OR X > 319 THEN FLAG = I: RETURN
IFY<0ORY>19 THEN FLAG = 1: RETURN



Then in your main routine add some lines to pick up the flag, print out an error message
(say) and redefine X and Y, along the lines of:
764 IF FLAG = 1 THEN PRINT “WOOPS, OFF SCREEN"": FLAG = 0
GOTO (wherever X and Y are set up)

etc.
It depends on the program.
Project 2

10 INPUT “LEFT COLUMN”; XL

20 INPUT “RIGHT COLUMN”; XR

30 INPUT “TOP ROW™; YT

40 INPUT “BOTTOM ROW”’; YB

50 GOSUB 11000

60 A=XL:B=YT:C=XR: D= YT: GOSUB 13000
70 A=XR:B=YB:C=XR: D= YT: GOSUB 13000
80 A= XR:B=YB:C=XL:D=YB: GOSUB 13000
9% A=XL:B=YT:C=XL: D= YB: GOSUB 13000
100 GOTO 100

I haven’t bothered to protect the INPUTSs: you can easily do this if you want to.

Amazing! | wonder how they
do these hi-res
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Sometimes numbers that look the same . . . aren’t!

33 Debugging Vi

ROUND-OFF ERRORS

The kinds of bugs we’'ve looked at so far have been of our own making, and have been
reasonably easy to cure once we have seen them. There’s another kind of bug which is
caused by the design of the machine itself. It’s not a design fault but a consequence of the
way all computers are organized. It’s to do with the precision with which computers store
numbers. If we think about any common way of holding numbers it’s obvious that there is
a limit to the number of digits that can be held. A car mileometer, for example, can only
hold 5 digits because it only has 5 ‘windows’. It’s just the same with a computer. Each
number can occupy no more than a fixed number of ‘windows’. However, each window
does not represent a decimal digit. The internal machine code for numbers is quite
different from the way we think about them, and I will not bore you with the gory details.
The fact that there is inherent inaccuracy and a code conversion being employed means
that the external representation of a number (as it is displayed on the screen) may not be
quite the same thing as the internal representation. I’ll give you an example of what I'm
talking about from school logarithms. If you multiply 2 by 2 using logs you get:

No. Log.
2 0.3010
2 0.3010

3.999 0.6020 +

Le. 2 X 2=3999!"

The combination of the fact that the logs are only accurate to 4 figures (i.e. they are only
allowed to occupy 4 windows) and that a code conversion (number to logarithm,
logarithm back to number) is taking place, creates the inaccuracy.

Here’s a program which causes the same kind of problem:

16 FORP=1TO 10

20 S =SQR(P)

3 Q=S12

40 IF P <> Q THEN PRINT P, Q
56 NEXT P



Take the case where P =9. At line 20 it is square rooted, so S = 3. We then square S at line
30, so Q = 9, the same as P. Of course, P will always equal Q because the operation of
square rooting followed by squaring is bound to get you back where you started. So line 40
is silly, because P is never different from Q so nothing will be printed.

Or is it? Try running the program. You get:

3 3

5 5.00000001
6 6.00000001
7 7.00000001
9 9.00000001
10 10

This is a very strange result indeed, because the machine is not only printing out values,
and so claiming they are different, but it is also printing them as if they were the same!
What has happened is that the complex mathematical processes involved have led to slight
inaccuracies in the internal representation of the numbers, which have accounted for the
differences between P and Q. However, there are also inaccuracies involved in decoding
the internal format back to the decimal numbers displayed on the screen so that they
appear to be identical although the machine is adamant that they are not. For some values
the internal codes are identical—8, for instance.

This kind of error can be extremely puzzling and sometimes the only way out is to allow
a small error in the IF statement so that we have:

IF ABS(P — Q) <0.0001 THEN . . .

The ABS function is necessary because Q might be greater than P, in which case the
result would be negative and so less than 0.0001, although its value could be very large.
(—30 is less than 0.0001!) The ABS chops off the minus sign.

POWERS

Round-off errors are especially common if you use:
TTN
for the Nth power of a number T. Try this:

16 FORT=1TO 10
20 PRINTT*T, T1t2
30 NEXTT
Something funny is happening for T = 7 and 9, namely, round-off. If you want (say) the
fifth power of a whole number T, it’s more accurate to use:
T*T*T*T*T
rather than:
TS
In fact, T t N is calculated as:
EXP(N * LOG(T))

(for those who are familiar with exponentials and logarithms).
For example, suppose you are searching for whole number solutions A, B, C of the
equation:

A? + B2 =C?
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You might be tempted to try something like this:

16 FORA=1TO 10

20 FORB=1TO 10

30 C=SQR(A12+B12)

40 IF C = INT(C) THEN PRINT A, B, C

50 NEXTB

60 NEXT C
This fails dismally, finding no solutions, even though 3, 4, 5 (for example) is a solution in
the range being searched. The culprit is round-off error. The errorin T canbe got rid of by
replacing A t 2and B12by A * Aand B * B. The SQR causes more problems; but one way
out is this:

106 FORA=1TO 10

20 FORB=1TO 10

30 C=INT(SQR(A * A+ B * B))

4 IFA*A+B*B=C*CTHENPRINTA,B,C

50 NEXTB

60 NEXT A

This works, partly because SQR seems to over-estimate. For extra safety add:
45 IFA*A+B*B=(C+1)*(C+ 1) THEN PRINT A,B,C+ 1

in case INT rounded down something just smaller than a whole number.

(This is a highly inefficient approach to the original problem anyway, mathematically
speaking; but it is such a common mistake that it deserves a mention.)

Integer variables A%, B%, C% can improve the chance of success, too—but not for
errors of under-estimation.



While the Sixty-four’s memory may seem
quite large for most tasks, it isn’t always
enough. To handle very large amounts of
data, or to handle small amounts for special
purposes, some additional type of storage is
needed.

J4 Hles

One of the things computers are particularly good at is storing and sifting through large
quantities of data. But how? After all, the Sixty-four’s memory has only got around 39000
bytes (characters) of storage, and that won’t go very far if you’re trying to store the works
of Charles Dickens or catalogue the contents of the British Museum.

This page has around 600 words on it, and each word contains about 5 characters
(including a space at its end) on average. So the Sixty-four would manage about 13 pages
of this book at a time. And that’s before we’ve taken off the memory occupied by the
program which is analysing the data—so things are even worse than they appear!

And there’s another problem: the data are only stored as long as the machine is switched
on, so we would have to dedicated the Sixty-four to 13 pages of Bleak House (or whatever),
and never switch it off.

Obviously, that’s ridiculous; there has to be a better way. What we need is a data store
that is non-volatile (meaning it doesn’t lose its marbles if you take its electricity supply
away). We're already quite familiar with one such storage system: cassette tape. The only
difference is that we want to use it to store data, whereas previously we’ve only used it to
hold programs.

CASSETTE FILES

A set of data held on tape as a single entity is called a file. You can think of a program as
being a file, if you like; and just as we give programs names, so we name data files.

AN -
%% Fxrez Cosgrne Actually, we advertised for Iy,
someone with experience in B“Z k A,
M I . dealing with files °

When saving a program we write things like:
SAVE “FRED”

This has two effects. First, it writes the filename ‘FRED’ to the tape; and then it writes the
program out on to the tape.
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When you want to output data to a cassette file, these two steps are still needed; but
they are done one at a time. In other words you must first give a command which names
the file, and then a second which writes data to it.

To name a file, you write:

OPEN 1, 1, I, “FRED”

The ‘1, I, I’ needs some explanation. The first ‘1’ is a filenumber (or channel number) and
you can choose any value you like for it. I've called it ‘1 because it’s the first one I've
specified. The second ‘1" specifies the device being used. This is ‘1" for a cassette recorder,
‘4’ for a printer, ‘8’ for a disk and so on. You can’t alter these values. They are fixed by the
system. The third ‘1" tells the system whether the device is to be read from or written to. (It
has different meanings for different devices, but since we're only talking about cassette
here, I won’t complicate things by giving its significance for other peripherals.)
So, for cassettes only, the general form of an ‘OPEN’ statement is:

OPEN CH, 1 [/0, “FNAME”

f

)

Filename

0: Input file (i.e. read from it)

I: Output file (i.e. write to it)

Defines cassette

Arbitrary channel number

OK. Try this for openers:

10 CH=S5

20 OPEN CH, 1, 1, “FRED”
30 FORN=1TO 10

40 PRINT# CH, N

50 PRINTN

60 NEXTN

70 CLOSE CH

Line 20 names the file ‘FRED’ and specifies an output channel (5) for it. Line 40 writes the
numbers 1 to 10 to the channel, and consequently to the file (FRED) which is associated
with it. Note the form of this statement. It’s like an ordinary PRINT statement except for
the ‘4 CH’ which has the effect of steering the output to channel 5. Next (line 50), the
numbers are written to the screen. After the end of the loop, the file is closed (line 70).
Notice that only in the ‘OPEN’ statement is the filename mentioned. Everywhere else,
only the channel number is specified.
When you run this you’ll be prompted with the message:

PRESS RECORD & PLAY ON TAPE

Make sure you’ve got a tape loaded and do so. Watch the screen carefully. You’ll see it go
blank, and the tape will start automatically. During this time, the machine is obeying line
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20, and writing the filename on a ‘header block’ on the tape. Then, there’s a short flash of
screen display, during which the numbers 1 to 10 are printed. Notice that, for this brief
period, the tape stops! The screen blanks again, the tape starts, and finally the display is
restored, and the tape stops again.

Now, if you think about it, that is rather odd. After all, the instructions to output to the
tape are interleaved with those to print to the display, so you’d expect the tape to be
running while the numbers are being printed on the VDU. The reason for this strange
behaviour is that the machine doesn’t actually obey you when you ask it to outputa value
to a file. It stores it away temporarily in an area of memory called a buffer until it has
enough data to make it worth while transferring it to the cassette tape (i.e. when the buffer
is full). Now, the numbers I to 10 don’t fill the buffer completely. So unless you did
something about it, no data at all would actually get on to the tape! That’s what the
CLOSE statement on line 70 is for. It tells the Sixty-four that there is no more data to be
written to the file associated with channel CH, and so it must output whatever it has in the
buffer at the time. This is called ‘flushing the buffer’.

Edit line 30 to read:

30 FORN =1TO 200

and RUN again. Now you’ll see the buffer organization very clearly, because there are
several buffers full of data to be transferred, and you’ll sce a display between the transfer
of each block.

So the tape really looks something like Figure 34.1:

Inter block
gaps
Filename Data Data Data Last
block 1 block 2 block 3 data block
Generated by Generated by Generated
OPEN statement PRINT# statements by CLOSE
statement

Figure 34.1 Structure of a file on cassette tape.

For you, the user, none of this matters in detail as long as you remember always to put a
CLOSE statement after finishing the output to a file; and don’t expect to see the cassette
start up immediately after every PRINT# statement. But, if you know what’s really going
on you will tend to make fewer errors—or, at worst, you’ll be able to explain them when
you do make them. (It’s a bit like driving a car: you don’t have to know how a clutch works
to be able to change gear—but it does explain why changing gear is worth doing; and it
also explains those horrible grinding noises that sometimes occur when you fail to depress
the pedal far enough.)

READING THE FILE

Now let’s see if we can get the data back off the tape. Add these lines:

80 END

100 OPEN CH, 1, 0, “FRED” [Open channel S for reading
from ‘FRED”]

110 INPUT# CH, A
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120 PRINT A
130 IF A <> 200 THEN 110

Rewind the tape and GOTO 100 (don’t RUN 100—you’ll lose the value in CH). You’'ll be
prompted to PLAY the tape and the system will look for the header block with ‘FRED’ on
it. When it has succeeded, it will immediately be confronted with a request to read from
the tape (line 110) so a second block is read straight away. Now the first block of numbers
will be printed, followed by the next block read, and so on, until the number 200 is read,
when the program falls off the end of the world, and halts.

I’ve suggested that you have both ‘read’ and ‘write’ programs in memory at the same
time so that you can experiment with these ideas easily, and any initial problems aren’t too
disastrous. For instance, you may find that you are attempting to write to leader tape if
you’ve forgotten to wind the cassette on before loading it in the recorder. If so, the header
block won’t have been saved, and the read routine won't be able to find it, so you’ll have to
repeat the whole process.

APPLICATION: BIRTHDAYS

Now all this is very fascinating, but is it useful? Well, yes, and in more than one way. For
instance, suppose you want the computer to do some complex mathematical operations
which will take several hours. Obviously you don’t want to have to sit in front of the beast
waiting for your answer to crop up; but, unless you’ve got a printer, that is what you’d
have to do, at least if there is any chance of the values you want being scrolled off the
screen by later output. The alternative is to dump the output to a file, so that you can read
it back at your convenience. Even if you’ve gor a printer, the technique can be worthwhile,
when doing an overnight run of a lengthy program. It can be very annoying to have a
noisy printer burst into life every 20 minutes between midnight and 6 a.m.

A much more common use of files is in providing an organized store of alphabetic as
well as numeric data. For instance, you may want to keep a mailing list of all your friends
and acquaintances—a computerized address book, if you like. Obviously, you need to
hold the names, addresses and telephone numbers; but it would be nice to have some extra
information as well, such as whether you normally send a particular person a birthday
card and/or present; or a Christmas card and/or present. If you're sending birthday gifts,
it’s going to be useful to have birth dates on file as well. That way we should be able to
write programs to search the file looking for people to whom you send some form of
birthday greeting in March, for example. You need never forget someone’s birthday
again!

But that’s for later. Our first job is to create the file. Each individual has an entry which
consists of:

Name

Address

Date of Birth
Present/card details

We call this set of data a record. (To keep things simple, we’ll forget about telephone
numbers here.) Each of the items written in it, such as Address, we call a field.

The first two fields present no problems. We'll have to devise a standard format for the
Date of Birth, though; and stick to it. After all, it’s no good telling the computer to search
for NOV if the months are held as numbers, so that it should be looking for 11.

In fact, it’ll be easiest to use the numbers; so that:

020960
will indicate:
02 2nd

09  September (month 9)
60 1960 (omit the 19)



We also need a convenient way to code the Greetings information. There are lots of ways it
could be done. How about giving a number to each possibility, like this:

Birthday Card 1
Birthday Present 2
Christmas Card 3
Christmas Present 4

so that if you send someone a birthday card and a Christmas card, but no presents, the
code would be 13.
A program like this will do the file creation:
5 CH=1CAS=1:IN=0: 0UT =1
10 OPEN CH, CAS, OUT, “MLIST”
20 INPUT “NAME”; N$
30 PRINT# CH, N$
40 INPUT “ADDRESS”; ADS$
50 PRINT# CH, AD$
60 INPUT “BIRTH DATE”; BD$
70 PRINT# CH, BD$
80 INPUT “GREETING CODES”; G$
90 PRINT# CH, G$
100 INPUT “ANY MORE DATA (Y/N)”; Q$
110 TF Q$ = “Y” THEN 20
115 PRINT# CH, % * * *»
120 CLOSE CAS
130  END

There are some things to note, despite the apparent simplicity of the code.
First, it is tempting to input a// the fields and then write:

PRINT# CH, N§, AD$, BD$, G$

The trouble with this is that PRINT# produces exactly the same effect on the file that
PRINT would on the TV screen. So if N$ = “HENRY”, AD$ = “36 RAILWAY
CUTTINGS EAST CHEAM”, BD$ = 110737, and G$ = ““3”, you’ll have on the file:

HENRY 36 RAILWAY CUTTINGS EAST CHEAM 110737 3
(plus various spaces between). If you try to get this back with:
INPUT# CH, N$, AD$, BDS, G$

it won’t work. The whole record will be transferred to N$, because there are no commas
separating the fields, which is what INPUT expects to see.
You could deliberately introduce the commas:

PRINT# CH, NS; ““,’; AD$; “,””; BDS; *,”; G$

but I find that messy, and prefer to have separate PRINT# statements.

Second, for the same sort of reason, there must be no commas in the address fields.

Third, note that although the last two fields are actually numbers, I've treated them as
strings. You’ll see why later.

Fourth, look at line 115. It’s writing a delimiter (* * * *) on the end of the file, in the
‘name’ field of the record after the last one entered. We’ll need this to determine if the
whole file has been read yet, when we’re searching it.
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Finally, take a look at line 5. I've used it to define meaningful abbreviations for the file
operations which are normally indicated by numbers. For instance I can now write ‘OUT’
instead of ‘1’ in an ‘OPEN’ statement to indicate that the file is to be written to. I think that
the English statement ‘Open a channel to cassette for output’ is more closely mirrored by
‘OPEN CH, CAS, OUT ... thanby ‘OPEN I, 1,1 ..."

Project 1

At the moment, the user has to remember the Greetings codes. Replace line 80 with:
80 GOSUB 1000

and write a subroutine at line 1000 which prompts the user by asking a series of questions
such as:

DO YOU SEND A BIRTHDAY CARD?

and creates G$ automatically.

SEARCHING THE FILE

We should like to answer a question like ‘Whose birthdays do I have to remember in June
and what do I have to send them?” So let’s set out first to write a program to do exactly
that. It will give us some pointers as to how to make it more general later.
First we have to open the file:
5 CH=1:CAS=1IN=0:0UT=1
10 OPEN CH, CAS, IN, “MLIST”

and then read a record:

20 INPUT# CH, N§

25 IF N§ = “* * x *» THEN END [check for delimiter]
30 INPUT# AD$

40 INPUT# CH, BDS$

50 INPUT# CH, G$

Now to see if it’s a record of interest to us:
60 IF MIDS$(BDS, 2, 2) = “06” THEN GOSUB 500: REM GOT ONE

In other words, is the birth month June? I'm using MIDS$ (see Chapter 17) to select the
middle two characters of BD$, and comparing them with 06. That’s why I held the birth
date in string format. It’s much easier to select the middle of a string than to select several
digits from a number. And I can always turn it, or bits of it, back into numbers using VAL
(Chapter 17)if I need to. If we’ve found someone born in June, control is transferred to the
subroutine at 500, and we’ll worry about that later.

Now get the next record:

70 GOTO 20

THE ‘GOT IT SUBROUTINE

Now for the subroutine. We need to scan G$ looking for 1 (card) and 2 (present), or both.
This will do it:
500 FLAG =0

5106 FORP=1TO 4
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520 IF MID$(GS$, P, 1) = “1” THEN FLAG = I: PRINT “CARD”
530 IF MID$(GS, P, 1) = “2” THEN FLAG = I: PRINT “PRESENT”

540 NEXT P
550 IF FLAG = 0 THEN RETURN
560 PRINT

570 PRINT N$

580 PRINT ADS$

590 PRINT: PRINT

600 RETURN
We search through G$ looking for ‘1" or *2*. If we find ‘1 the word CARD is printed; if we
find ‘2’ then PRESENT s. In either case, a flag is set to 1, which was initially zero. So when
we come out of the loop, if the flag is still zero, we know that we do not acknowledge this
person’s birthday, so there is no point in printing out his/her name and address. Hence
line 550, which ensures that we don’t. But, if the flag is set to 1, we do send/him her

something; so the program carries on and prints out the name and address in a convenient
format, before it returns.

Project 2
Modify this routine to allow it to be used for any month.
Project 3

Write a routine to handle Christmas cards and presents; and get the machine to tell you
how many Christmas cards you need to buy.

CHANGING THE OUTPUT FILE

Normally, when you issue a PRINT statement, the system takes it to mean that you wish

the output to be sent to the display screen. As we’ve seen, by changing the form of a

PRINT statement, data can be channelled to any device we like. However, what [ haven’t

explained is that data can be redirected even without changing all the PRINT statements.
It’s done with the CMD command, whose basic form is:

CMD channel
If T write:
CMD 5

this switches output from the screen to channel 5. Of course, channel 5 must have been
previously set up in an OPEN statement, such as:

OPEN 5, CAS, OUT, “SCREENDUMP” [assuming CAS and OUT are
set to 1 as before]
Now, all data originally destined for the screen are dumped to the cassette tape. The only
exceptions are error messages, which are still directed to the screen.

To restore the system to its usual state (i.e. output to screen) first output a null line (in
other words, just a newline) to the file:

PRINT# §
and then close the file:
CLOSE 5
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There’s a slight oddity here. You might expect to be able to write ‘PRINT’ rather than
‘PRINTH# 5’ because data are being output to channel S anyway; but you can’t. Don’t ask
me why.

Project 4

Remember the stuff on traces and profiles in Debugging IV? There’s a way in which you
can use a trace to provide a profile.

Here’s how it works: Write the program and include tracing statements as in Debugging
IV, but channel the trace outputs to the cassette recorder. Don’t include the ‘<’ and >’
symbols around the line numbers. It isn’t necessary, since the trace details are now going
to a different place from the normal output, and anyway, it will make life a little more
difficult at the next stage.

The next stage is this. Write a program which asks for a line number, and then reads the
file you’ve just created counting the number of times this line number is present. Print this
value out, and you’ve got the number of times the corresponding statement has been
executed!

ANSWERS

Project 1

1000 G$ = ": REM G$ IS SET TO NULL TO BEGIN WITH
1010 INPUT “DO YOU SEND A BIRTHDAY CARD? (Y/N); Q$
1020 IF Q$ = “Y” THEN G$ = G$ + “1I”
1030 INPUT “DO YOU SEND A BIRTHDAY PRESENT? (Y/N)”; Q$
1040 IF Q% = “Y” THEN G$ = G$ + 2"
1050 INPUT “DO YOU SEND A CHRISTMAS CARD? (Y/N)"; Q$
1060 IF Q$ = “Y” THEN G$ = G$ + =3
1670 INPUT “DO YOU SEND A CHRISTMAS PRESENT? (Y/N)"; Q$
1080 IF Q$ = “Y” THEN G$ = G$ + “4”
1099 RETURN

See how G$ is gradually built up?

The similarity of the questions and the effect on G$ should suggest an alternative.
Suppose we set up the following string array at the beginning of the program:

BC$

BIRTHDAY CARD
BIRTHDAY PRESENT
CHRISTMAS CARD
CHRISTMAS PRESENT

AW -

Then we could write:

1000 G$ ="

1016 FORP=1TO 4

1020 PRINT DO YOU SEND A V*; BC$(P);
1030 INPUT QS$



1040 I1F Q$ = “Y” THEN G$ = G$ + STR$(P)
1056 NEXT P
1060 RETURN
Note that we have to change P into its string equivalent on line 1040 using STRS.
It’s not really worth the bother in this case, because the three lines saved are going to be

more than used up when we set up BCS$. But if there are several more conditions, it would
be a convenient technique.

Project 2

The simplest thing is to add an extra line:

15 INPUT “ENTER MONTH AS 2 DIGIT NO.””; MTH$
and then edit line 60:

60 IF MID$(BDS, 2, 2) = MTH$ THEN GOSUB 500

Better still, you could protect it against accidental entry of a single digit (5 instead of 05,
for example) like this:

16 IF LEN(MTHS$) =1 THEN MTHS$ = “0” + MTHS$

Project 3

Here we don’t need date information, so line 6@ becomes:
60 GOSUB 500
and 520 and 530 change to:

520 IF MID$(G$, P, 1)=“3"THENNC=NC+ 1: FLAG= 1: PRINT“CARD”
530 IF MID$(GS$, P, 1) = “4” THEN FLAG = 1: PRINT “PRESENT”
Every time a Christmas card is required, a variable called NC is bumped up by 1, so for
safety we ought to zero it to begin with:
6 NC=90
And we must print it out at the end:
75 PRINT “NO. OF CARDS REQUIRED:”; NC

Project 4

Your original program must assign a file:
10 OPEN 3, CAS, OUT, “TRACE” [Assuming CAS and OUT are
defined as before]

and then include PRINT# 3s in every statement to be traced:

150 PRINT# 3, “150”: REM THIS STATEMENT TO BE TRACED
g]llen, at the end of the program, but before closing the file write a suitable delimiter to the
ile:

800 PRINT# 3, “~17

810 CLOSE 3

820 END
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Now, to profile a particular line, you could write:

10
20
30
40
50
60
70

IN =0: CAS = 1:. COUNT =0

OPEN 5, CAS, IN, “TRACE”

INPUT “DESIRED LINE NO.”; L
INPUT# 5, N

IF N <0 THEN PRINT COUNT: END
IF L =N THEN COUNT = COUNT + 1
GOTO 40

Easy, and convenient!

You could extend this to allow the profiling of a set of lines without having to rewind the
tape. You'll need an array to record the line numbers to be profiled, line 30 becomes a loop
to input all the desired line numbers, and line 6@ becomes a subroutine call to search the
array for a match.

I'll leave the coding to you.



Appendix I: Binary/Decimal Byte Conversion

Binary [Decimal| Binary |Decimal| Binary |Decimal Binary [Decimal
00000000 0 01000000 64 10000000 128 11000000 192
00000001 1 01000001 65 10000001 129 11000001 193
00000010 2 01000010 66 10000010 130 11000010 194
0000001 1 3 01000011 67 1000001 1 131 11000011 195
00000100 4 01000100 68 10000100 132 11000100 196
00000101 5 01000101 69 10000101 133 11000101 197
00000110 6 01000110 70 10000110 134 11000110 198
00000111 7 01000111 71 10000111 135 11000111 199
00001000 8 01001000 72 10001000 136 11001000 200
00001001 9 01001001 73 10001001 137 11001001 201
00001010 10 01001010 74 10001010 138 11001010 202
00001011 11 01001011 75 10001011 139 11001011 203
00001100 12 01001100 76 10001100 140 11001100 204
00001101 13 01001101 77 10001101 141 11001101 205
00001110 14 01001110 78 10001110 142 11001110 206
00001111 15 01001111 79 10001111 143 11001111 207
00010000 16 01010000 80 10010000 144 11010000 | 208
00010001 17 01010001 81 10010001 145 11010001 209
00010010 18 01010010 82 10010010 146 11010010 210
00010011 19 01010011 83 10010011 147 11010011 211
00010100 20 01010100 84 10010100 148 11010100 212
00010101 21 01010101 85 10010101 149 11010101 213
00010110 22 01010110 86 10010110 150 11010110 | 214
00010111 23 01010111 87 10010111 151 11010111 215
00011000 24 01011000 88 10011000 152 11011000 | 216
00011001 25 01011001 89 10011001 153 11011001 217
00011010 26 01011010 90 10011010 154 11011010 | 218
00011011 27 01011011 91 10011011 155 11011011 219
00011100 28 01011100 92 10011100 156 11011100 | 220
00011101 29 01011101 93 10011101 157 11011101 221
00011110 30 01011110 94 10011110 158 11011110 | 222
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Binary  [Decimal| Binary  |Decimal Binary Decimall  Binary Decimal
0ooLTTT] 3 (U ARRRE 95 10011111 159 terrrer | 223
00100000 32 01100000 96 10100000 160 11100000 | 224
D0 10000 | 33 01100001 97 1010000 1 161 11100001 | 225
00100010 34 01100016 98 10100010 162 11100010 | 226
00100011 15 O1100011 99 10100011 163 11101t | 227
0100100 36 01100100 100 10100100 164 11100100 | 228
0100101 37 01100101 101 10100101 165 I1ee1a1 | 229
00100110 R Orrear1e 102 10100110 166 11100110 | 230
0010111 39 UIRL//A RN 103 10100111 167 I1eartt | 231
00101000 40 01101000 104 10101000 168 11101000 | 232
00101001 41 01101001 105 10101001 169 11101001 233
Wo1v1010 42 01101 106 10101010 170 11101010 | 234
wa101011 43 arelert 107 10101011 171 IT1o1e11 | 235
0A101100 44 01101100 108 10101100 172 11101100 | 236
wato110l 45 0111101 109 10101101 173 11101101 237
00101110 46 arartie 110 10101110 174 Lerte | 238
00101111 47 (AR INRN 11 10101111 175 et 239
0110000 43 A1110000 112 10110000 176 11110000 | 240
0o 10001 49 a1110001 113 10110001 177 11110001 241
0a110010 50 (RN 114 10110010 178 11110010 242
0o110011 51 Orreert 115 10110011 179 11110011 | 243
0110100 52 01110100 16 10110100 180 11110100 244
w1l 53 orrelel 117 10110101 181 L1re1er | 245
(AR S4 Arrene 118 10110110 182 1110110 | 246
0oLt S5 (RNUARN 119 10110111 183 Lo | 247
00111000 56 1111000 120 10111600 184 11111000 | 248
0oL 1v01 57 A1111001 121 10111001 185 11111001 249
0a111010 58 01111010 122 10111010 186 LTIT1010 | 250
(AR RTAN 59 nrren 123 10111011 187 Hrerr o251
0a1T1100 60 AL111100 124 10111100 188 IT1ITee | 252
ARRRT) 61 01111101 125 10111101 189 TR | 253
0o11LL1 62 Or1rere 126 10111110 190 e | 254
UUIRRER 63 OLLLTTTL 127 191 191 TLLLEEEL | 255
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Appendix 2: Sprite Regislers Made Easy

V = 53248 = start address of register area.

Address Contents Function
V+0 Sprite @ column number

V+1 Sprite @ row number

V+2 Sprite | column number

V+3 Sprite 1 row number

V+4 Sprite 2 column number

V+5 Sprite 2 row number

V+6 Sprite 3 column number

V+7 Sprite 3 row number Sprite positions
V+38 Sprite 4 column number

V+9 Sprite 4 row number

V+ 10 Sprite 5 column number

VvV + 11 Sprite 5 row number

V+ 12 Sprite 6 column number

V+13 Sprite 6 row number

V+ 14 Sprite 7 column number

V + 15 Sprite 7 row number

V+16 ([Sp7|{Sp6|[Sp5|Sp4|Sp3|Sp2|Sp I|Sp 0] Offset flag

VvV + 21 Sp7|Sp6{Sp5|Sp4|Sp3|Sp2|Sp !|Sp @]|Enable/disable
V+23 [(Sp7|Sp6[Sp5(Sp4|Sp3|Sp2|Sp!|Sp @|Expand vertically
V+29 ISp7(SpS5|Sp4|Sp3|Sp2|{Sp1]|Sp1]|Sp@|Expandhorizontally
V+30 [Sp7|Sp6[Sp5{Sp4|Sp3|Sp2|Sp I|Sp @]Collision flag
V+ 39 Sprite @ colour code

V + 40 Sprite 1 colour code

V + 41 Sprite 2 colour code

V +42 Sprite 3 colour code

V +43 Sprite 4 colour code Colours
V+44 Sprite 5 colour code

V + 45 Sprite 6 colour code

V + 46 Sprite 7 colour code

2040 Sprite @ data pointer

2041 Sprite 1 data pointer

2042 Sprite 2 data pointer

2043 Sprite 3 data pointer Pointers
2044 Sprite 4 data pointer

2045 Sprite 5 data pointer

2046 Sprite 6 data pointer

2047 Sprite 7 data pointer
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Appendix 3: Sprite Subroutine Library

This library of routines is intended to make sprite-handling easier. They should be called
from the main program using GOSUB, after setting up the necessary parameters. As
always, V = 53248 is the start address of the sprite registers.

Set pointer for Kth sprite to PTR

20000
20010

POKE 2040 + K, PTR
RETURN

POKE data for Kth sprite to PTR block

20100
20110
20120
20130
20140

FOR G=0TO 62
READ H

POKE 64 * PTR + G, H
NEXT G

RETURN

(This routine assumes the DATA statements required are set up in the main program.)

Enable Kth sprite

20200
20210

POKE V + 21, (PEEK(V + 21)) OR 2 1 K
RETURN

Disable Kth sprite

20300
20310

POKE V + 21, (PEEK(V + 21)) AND (255 = 2 1 K)
RETURN

Set Kth sprite to colour CR

20400
20410

POKE V + 39 + K, CR
RETURN

Position Kth sprite at row Y, column X

20500
20510
20520
20530
20540
20550
20560

196

POKEV+2*K+1,Y

IF X > 255 THEN OF =1

POKE V + 2 * K, X — 256 * OF

IF OF = 1 THEN POKEV + 16, PEEK(V + 16) OR 2 1 K

IF OF = 0 THEN POKE V + 16, PEEK(V + 16) AND (255 - 2 1 K)
OF =90

RETURN



Expand Kth sprite in horizontal direction

20600 POKE V + 29, PEEK(V +29) OR2 T K
20610 RETURN

Contract Kth sprite in horizontal direction

20700 POKE V + 29, PEEK(V + 29) AND (255 — 2 1t K)
20710 RETURN

Expand Kth sprite in vertical direction

20800 POKE V + 23, PEEK(V + 23) OR 2 T K
20810 RETURN

Contract Kth sprite in vertical direction

20900 POKE V + 23, PEEK(V + 23) AND (255 -2 1t K)
20910 RETURN

Detect collision of sprite K to any other sprite

21000 IF(PEEK(V + 30) AND 21 K) =2t K THEN GOSUB 30000
21010 RETURN

(Here 30000 is a subroutine to take action when the collision occurs.)
Detect collision between sprites K and L

21100 1F (PEEK(V +30) ANDQ T K+21tL))=21tK+21tL THEN 30000
21116 RETURN

Detect collision between sprite K and text

21200 IF (PEEK(V + 31) AND 2t K) =2 1t K THEN 30000
21210 RETURN
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Appendix 4: Sound Chip Registers Made Easy

S = 54272
Address
Voice | Voice |Voice Contents Function
1 2 3
S+ 0 |{S+7 |S+ 14/ Low byte of frequency Set pitch
S+ 1 [S + 8 [S + I5[High byte of frequency of note
S+2[|S+9 [S+ 16/Low byte of pulse (pulse waveform only) Set tone of
S+ 3 |S + 18]S + 17| High byte of pulse (pulse waveform only) pulse waveform
S+ 4 S+ IT]S+ [8[Waveform Code* Choose
‘instrument’
S+ 5 |S + 12[S + 19]4-bit attack value | 4-bit decay value Attack/decay
S+ 6 |S + 13]S + 20]4-bit sustain value | 4-bit release value Sustain/release
S+24 Volume (@ - 15) Loudness

*Waveform codes:

17: Triangle
33: Sawtooth
65: Pulse
129: Noise




Appendix 5: Commodore 64 Memory Map

This is a simple guide to the main sections of the Sixty-four’s memory. For further details,
see Appendix 6 and the Reference Guide. Note that some areas have more than one use,
depending on context and o1 how some system variables have been set.

Addresses Contents

0-827 System use

828-1023 Cassette butfer + unused space

1024-2023 Screen Memory (Video RAM)

2040-2047 Sprite data poiriers

2048-40959 Normal BASIC program space
40960-49151 | BASIC ROM (it PEEKed) or 8K of RAM

49152-53247
53248-57343

4K of RAM

Input/output devices and colour memory
or character ROM (see Chapter 13)

or 4K of RAM

53248-54271
54272-55295
55296-56319
53620-56575
56576-56381
56832-57343

VIC Chip (sprites + video display)
SID Chip (sound)

Colour memory

CIA Chip #1 (interfaces to add-ons)
CIA Chip #2

Reserved for future 170 expansion

57344-65535

KERNAL*ROM (if PEEKed) or 8K of RAM

*The KERNAL is the central operating system, designed in such a way that programs
written using it will be compatible with future versions of the computer.
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Appendix 6: Some Useful Sysitem Variables

These are a selection of addresses used by the operating system, which may usefully be
PEEKed or POKEd. For a complete description, see the Reference Guide.

Name Address Function
TXTTAB | 43-44 Pointer to start of BASIC text area
VARTAB | 45-46 Pointer to start of BASIC variables
ARYTAB | 47-48 Pointer to start of BASIC arrays
STREND | 49-50 Pointer to end of BASIC arrays +1
FRETOP | 51-52 Pointer to bottom of string storage
CURLIN Current BASIC line number
OLDLIN | 59-60 Previously executed BASIC line number
DATLIN | 63-64 Current DATA line number
FBUFPT | 113-114 Pointer to cassette buffer
RNDX 139-143 Seed value for RND function
LSTX 197 Code of current key pressed*
USER 243-244 Pointer to Colour RAM
COLOR 646 Current INK colour
XMAX 649 Size of keyboard buffer

53265 (bit 5) | Enable bit-map mode (Chapter 32)

53280 Border colour

53281 PAPER colour

*See Appendix 7 for codes.

Note: Most of these involve two bytes. If these are in addresses X and X + 1 then the value
stored is:
PEEK(X) + 256 * PEEK(X + 1)

(low byte first, high byte second). For example, the address for the start of the BASIC text
area is:

PEEK(43) + 256 * PEEK(44)



Appendix 7: Keyhoard Scan Codes

This lists the contents of address 197 when a given key is pressed. Using PEEK(197) this

permits detection of the key currently held down, bypassing the keyboard buffer.

Key Code Key Code Key Code
(none) | 64 46 T 22
* 49 A 10 U 30
+ 40 B 28 A% 31
47 C 20 AW 9
— 43 D 18 X 23
. 44 E 14 Y 25
/ 55 F 21 Z 12
0 35 G 26 RETURN I
1 56 H 29 CLR/HOME 51
2 59 I 33 INST/DEL 0
3 8 J 34 CRSR 1! 7
4 11 K 37 CRSR — « 2
5 16 L 42 - 57
6 19 M 36 fl 4
7 24 N 39 13 h)
8 27 O 38 f5 6
9 32 P 41 £7 3
: 45 Q 62 ¢ 48
50 R 17,
= 53 S 13
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Program Index

Advertiser, 65

ASCII Values, 82
Automatic Mail, 71
Automatic Profiles, 191
Averages, 96

Bank Balance, 41
Binary Logic, 50
Binary to Decimal, 47
Bubble-sort, 125

Car, 106

Character Set, 58

Clock, 79

Coloured Squares, 113
Computer Art, 177

Contract Sprite Subroutine, 197
Cruiser Mover, 138

Cursor Control, 28

Dayfinder, 77

Department Store, 33

Detect Sprite Collision Subroutine, 197
Detect Sprite/Text Collision Subroutine, 197
Dirty Big Sentences, 74

Disable Sprite Subroutine, 197

Don’t Cry for me, Argentina, 158

Dynamic Word-reversal, 88

Elapsed Time, 79
Enablé Sprite Subroutine, 196
Expand Sprite Subroutine, 197

File Creation, 187
File Searching, 188
Flasher, 9

Free Memory, 48
Frequency Chart, 103

Grand Prix, 143

Helicopter, 112

Hi-Res DRAW Subroutine, 176
Hi-Res PLOT Subroutine, 173

Jesu, Joy of Man’s Desiring, 155
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Kakutani, 9
Keyboard Controlled Car, 109

Max and Min, 122
Morse Code, 81

Morse with Sound, 160
Motor Race, 107
Moving Zit, 85

Note to Frequency Subroutine, 151
Noughts and Crosses, 161

Paper Subroutine, 61

PEEKing Tom, 55

Planetary Search, 130

Playing Cards, 117

POKE Sprite Data Subroutine, 196
Polygons, 177

Powers, 27

PRINT AT Subroutine, 85

Rectangle, 179

Set Sprite Pointer Subroutine, 196
Set up Hi-Res Subroutine, 172
Seven Times Table, 19
Shopping List, 44

Spiral, 175

Spokes, 176

Spoonerisms, 77

Sprite Collision Subroutine, 142
Sprite Colour Subroutine, 196
Sprite Designer, 132

Sprite Position Subroutine, 196
Sprites and Things, 141

Star Cruiser, 137

Tax Codes, 44
Telephone Numbers, 37
Train, 108

U.S. Presidents, 131
While Shepherds Watched, 152

Word-Reversal, 73
Worms, 9



General Index

ABS, 181

ADSR, 157

AND, 43, 49

Arithmetical Operations (+ - * / 1), 11
Array, 65, 114

ASC, 80

ASCII Code, 80

Bit, 46
Byte, 46

Channel, 184
Chaining, 195
CHRS, 28, 80
CLOSE, 184

CMD, 189

Colour Memory, 86
Colour, 57
COMMODORE key, 5, 6
CONT, 14

Control Character, 27
CTRL key, 5,7
Cursor key, 6

DATA, 129
Device Number, 184
DIM, 67, 114

Editing, 38
END, 16

Field, 186

FOR, 19

FRE, 48

Function key, 5, 111
Fundamental Frequency, 150

GET, 109
GOSUB, 61
GOTO, 13

Harmony, 154
High-Resolution Graphics, 171
High-Resolution Screen Memory. 173

IF, 41

INPUT, 34

INPUTH, 185
INST/DEL key, 7, 39
INT, 48

Integer Variable, 115

Keyboard Buffer, 110
Keyboard Reading, 111

LEFTS, 75
LEN, 72
LET, 31
LIST, IS
LOAD, 93

MIDS, 75

Multidimensional Array, 115
Multistatement Line (:), 16
Musical Notation, 151

NEW, 9, 16

NEXT, 19

NOT, 43

Numeric Variable, 30

OPEN, 184
OR, 43, 49
Order Relations (= < > etc.), 43

Pause, 22

PEEK, 54

POKE, 54

PRINT, 13, 23

PRINT AT Subroutine, 85
PRINTY, 184

Protile, 124

Quote Mode, 27

READ, 129

Record, 187

REM, 17
RESTORE, 130
RETURN, 61
RIGHTS, 75

RND, 101
Round-oft error, 180
RUN, 14

SAVE, 92

Screen Memory, 83

SGN. 176

SID Registers, 151, 154, 198
Sound Envelope, 150
Sprite, 132

Sprite Collision, 142

Sprite Data Storage, 143
Sprite Priority. 139

Sprite Registers, 134, 195
STEP. 21

STOP key, 14

STOP. 16

String Variable, 30, 72
String Concatenation (+). 72
STRS. 77, 190

TAB, 26
THEN. 41
TI, 78
TI$, 78
TO. 19
Trace. 123

VAL. 76
VERIFY, 94

. in PRINT Statements, 25
203



Other titles of interest

Programming for REAL Beginners: Stage 1
Philip Crookall

Programming for REAL Beginners: Stage 2
Philip Crookall

Brainteasers for BASIC Computers
Gordon Lee

Easy Programming for the BBC Micro
Eric Deeson

Further Programming for the BBC Micro
Alan Thomas

BBC Micro Assembly Language
Bruce Smith

BBC Micro in Education
Eric Deeson

Easy Programming for the Dragon 32
Ian Stewart & Robin Jones

Further Programming for the Dragon 32
Ian Stewart & Robin Jones

Easy Programming for the ZX Spectrum
Ian Stewart & Robin Jones

‘.. . will take you a long way into the mysteries of the Spectrum: is
written with a consistent and humorous hand: and shares the
affection the authors feel for the computer—Zzx Computing

Further Programming for the ZX Spectrum
Ian Stewart & Robin Jones

Spectrum in Education
Eric Deeson

Spectrum Machine Code
Ian Stewart & Robin Jones

Easy Programming for the Oric-1
Ian Stewart & Robin Jones

Games to Play on Your Oric-1
Czes Kosniowski
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